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Abstract

Two recent reviews of Al literacy in primary education closed their searches in 2024, before
most classroom research on generative Al had appeared. This critical review narrows that gap.
It takes the pre-2023 literature from those reviews and adds studies published through October
2026 in which children roughly aged six to twelve used generative Al tools such as ChatGPT.
Twenty empirical papers are examined: eight from before 2023, two on children’s conceptions
of Al, and ten on generative Al (nine independent samples). The synthesis covers pedagogical
approaches, learning outcomes, assessment, and challenges. Earlier studies mostly taught
children about Al, while the generative-Al studies mostly test learning with Al, so the two
literatures are not directly comparable. A continuity-with-adaptation framework is offered as a
hypothesis, not a finding: hands-on, teacher-guided work is the common thread, and generative
Al adds the need to judge fluent but unreliable output and to attend to privacy and age limits.
Controlled studies have appeared only recently, cluster in a few settings, and none of those
identified report a delayed follow-up. Early childhood was found to be underexplored. The

review closes with a research agenda and cautious suggestions for teachers.
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1. Introduction

Children now meet Al in recommendation feeds and voice assistants, and since late 2022, in
tools that write, draw, and answer questions on request. Defining, teaching, and assessing Al
literacy for children aged about six to twelve is not a new question. Generative Al has changed
what teachers and researchers must address.

Two reviews anchor the field. Yim and Su (2025) searched Scopus and Web of Science and
selected 25 empirical studies on Al literacy education in primary schools. Aravantinos et al.
(2024) reviewed 35 Scopus-indexed articles on Al in primary education for children aged four
to twelve, following PRISMA guidelines.

Neither review could cover most of the work on generative Al. Yim and Su’s search closed in
March 2024, and Aravantinos et al. submitted their article in June 2024. Neither was designed
around generative Al tools, and ChatGPT-type tools only began to appear in classroom studies
from 2023.

A review of generative Al in K-12 education points to the same gap from the other side.
Alfarwan (2025) analysed 30 empirical studies and found that most focused on high school
students and pre-service teachers. Primary, elementary, and secondary levels each accounted
for only about two studies, and none addressed early childhood education.

1.1. Why Primary Education Needs Its Own Review

Primary-aged children differ from secondary students in ways that bear on how Al literacy is
taught and studied. Piaget and Inhelder (1969) describe the school years from roughly seven to
eleven as a period of concrete operational thinking, in which reasoning is still tied to objects
and situations a child can handle or see. Judging whether an Al output is accurate, biased, or
invented asks for more abstract checking than that. Activities designed for teenagers, such as
spotting a chatbot’s errors against a reference text, may need to be rebuilt around comparisons

children can actually carry out.

Children also arrive with ideas of their own. In a Finnish study of fifth and sixth graders, Mertala
and Fagerlund (2024) identified three kinds of misconception: Al as people’s cognitive
processes, Al as a human-like entity, and Al as a machine with pre-installed knowledge. Most

of the children rated their own Al knowledge as low.

The setting differs as well. In many systems, primary teachers are generalists who also teach reading

and mathematics, so Al literacy competes with foundational subjects for time and for training.
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1.2. Aim and Research Questions

This review aims to map what is known about teaching and learning Al literacy with children
aged about six to twelve before and after generative Al, and to ask how far the two bodies of
work can be read together. It is guided by four questions:

e RQ1: Which pedagogical approaches were used to teach Al literacy to children aged
about six to twelve before and after generative Al?

e RQ2: Which learning outcomes were reported?

¢ RQ3: How were these outcomes assessed?

e RQ4: Which challenges remain, and how do the two periods relate?
2. Literature Review and Positioning

The two anchor reviews describe a field built mainly on hands-on work. Yim and Su (2025)
report that constructionism and constructivist frameworks dominated study designs, that
project-based learning, programming, and human-agent interaction were the common methods,
that mixed-methods designs were most frequent, and that studies reported positive academic,
affective, and behavioral outcomes. Aravantinos et al. (2024) sort the pedagogy of Al tools into
constructivism, experiential learning, Al-assisted learning, and project-based learning.

Other work supplies frameworks and wider context. The AI4K12 initiative set out what every
child should know about Al (Touretzky et al., 2019). Ng et al. (2021) reviewed how Al literacy
has been conceptualised. Casal-Otero et al. (2023) reviewed Al literacy across K-12. Yim
(2024) analysed 17 frameworks in a scoping review and proposed one for young students that
acknowledges both human and non-human agents. None of these was built around generative

Al in primary classrooms.

Figure 1 gives the key dates. Yim and Su’s search closed in March 2024, Aravantinos et al.
submitted in June 2024, and Alfarwan’s search was run on 19 February 2025. All three therefore
fall short of the generative-Al studies that appeared through 2025 and 2026, which is where this

review adds evidence.

A caution applies to everything that follows. Studies from before 2023 mostly taught children
about Al: they built, trained, or tested something. The generative-Al studies mostly examine
learning with Al in a school subject such as reading or writing. Because the two groups measure
different things, this review compares them descriptively and does not claim that one period’s

results carry over to the other.
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Yim & Su (2025)
search closed

(Mar 2024)
This review:
ChatGPT released ; ; search update
P Aravantinos et al.
(Nov 2022) (2024) submitted (14 Oct 2026)
(Jun 2024)
Generative-Al-era studies reviewed here
I T T T T
2022 2023 2024 2025 2026
Year

Figure 1. Key Dates for the Three Reviews this Paper Builds on, and the Search Update for this Review

3. Methodology
3.1. Type of Review

This is a critical review. It is not a systematic review, and it does not claim to meet PRISMA-
ScR reporting standards. The screening and synthesis were carried out by the author team,
without an independent second screener, and without institutional access to Scopus, Web of
Science, IEEE Xplore, or ACM Digital Library. For a database-verified account of the pre-2024

literature, readers should use Yim and Su (2025) and Aravantinos et al. (2024).
3.2. Sources and Eligibility

Table 1 sets out the source groups, the eligibility criteria, and how each group was checked.
Pre-2023 studies were identified through Yim and Su (2025). For this revision, abstracts were
retrieved for five of the eight (Druga & Ko, 2021; Melsion et al., 2021; Shamir & Levin, 2021,
2022; Voulgari et al., 2021). Abstracts were not retrieved for the other three (Ng et al., 2022;
Rodriguez-Garcia et al., 2021; Vartiainen et al., 2020), so no findings are attributed to them.
Studies from 2023 onward were retrieved directly. Abstracts or equivalent descriptions were
retrieved in every case, and the full texts of Balantekin (2026) and Kiziltas (2026) were read.
The original text of Han et al. (2024) was not accessed, and its sample sizes come from a later

paper’s description of the study.
3.3. Search and Screening

The update for the generative-Al period was run on 14 October 2026 with a general web search
tool. Queries paired generative Al terms (“generative Al,” “ChatGPT”) with primary school
terms (“primary school,” “elementary,” “fourth grade”), and publisher, repository, and indexing

pages reached through the results were used to confirm details. The first ten results for each
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query were screened on title and abstract against Table 1. In addition, the Appendix lists the
queries. Earlier exploratory searches for the first draft were not logged, and record counts

beyond ten results per query were not kept.

Table 1. Source groups, eligibility criteria, and verification

Source group Period Eligibility How checked

Empirical. Participants in primary
grades (about ages 6-12), or mixed-
2020-2022 age samples that include them, flagged

Identified through Yim & Su

Pre-2023 empirical (2025). Abstracts retrieved for five

studies as boundary cases. Al literacy ?}f ei?hht; tr;o findings reported for
teaching, tools, or outcomes. € other three.
Children’s Empirical. - Primary-aged ~ children’s Abstracts retrieved. The machine-

2024 ideas about Al or machine learning. No

conceptions of Al generative Al tool.

learning study is an arXiv preprint.

Empirical. Primary-grade participants,
Generative-Al 2023-2026 mixed-age samples that include
empirical studies them. A generative Al tool was used or

examined with children.

Abstracts retrieved for all; full text
read for two (Balantekin, 2026;
Kiziltas, 2026).

Reviews, frameworks, and policy

Context 2019-2026 documents.

Retrieved directly.

Note. Boundary cases because of participant age: Melsion et al. (2021), ages 10—14,; Rodriguez-Garcia et al.
(2021), ages 10-16,; Voulgari et al. (2021), primary and secondary students; Vartiainen et al. (2023), K-9;
Jauhiainen and Garagorry Guerra (2023, 2024), ages 8—14 in grades 4—6.

Two papers reporting the same pupils were counted as one sample (Jauhiainen & Garagorry
Guerra, 2023, 2024). The generative-Al literature therefore comprises ten papers and nine

independent samples. Figure 2 shows the included empirical papers by year and period.

mm Pre-2023 empirical studies (n = 8)
6 - Children's Al conceptions, 2024 (n = 2)
I Generative-Al studies (n = 10 papers)
5

5 -
2
[}

4
& 4
Q
©
3 3
£ 31
£
2 2
w 2 4
1
1 -
O _j T
2020 2021 2022 2023 2024 2025 2026

Publication year

Figure 2. Empirical Papers Included in this Review, by Publication Year and Period (N = 20)

Vol. 4| No. 3| 2026 Nyatefe et al. 338



Primary Al Literacy Pedagogy Before and After Generative Al | Research Papers

4. Thematic Synthesis
4.1. Before 2023: Teaching Children About Al (RQ1)

Most pre-2023 studies had children build, train, or test an Al system. Shamir and Levin (2021)
gave a small group of 12-year-old elementary students a programmable environment for
constructing neural networks. They reported high engagement and that the environment helped
make machine learning understandable. Shamir and Levin (2022) went on to compare course
formats in elementary school, including a learning-by-teaching course, and the groups

improved in different aspects of computational thinking.

Druga and Ko (2021) ran a four-week after-school study with 52 children aged 7 to 12 who
trained and coded their own smart programs. The children became more skeptical of what smart
devices can do, and they shifted their attribution of agency from the devices to the people who
program them. Melsion et al. (2021) tested an explainability technique with 78 children aged
10 to 14 and found that they better recognised biased predictions after working with the
interpretable model. Voulgari et al. (2021) described the design rationale for a game, ArtBot,
together with initial feedback from students and teachers across primary and secondary

education.

Three further studies in the Yim and Su sample fit the same pattern by their titles: an online
intervention using the LearningML tool with students aged 10-16 (Rodriguez-Garcia et al.,
2021), digital story writing to develop Al literacy among primary students (Ng et al., 2022),
and machine learning with very young children (Vartiainen et al., 2020). No findings from these
three are reported here.

In these studies, children acted on a system they could inspect and change. That is an

observation about the studies, not a tested explanation of why they worked.
4.2. After 2022: Generative Al in Primary Classrooms (RQ1)

Ten papers report generative Al work with primary-aged children, from nine independent
samples. Table 2 summarises each. The design-strength column is the authors’ judgement from

the reported methods and is explained as a note under the table.
4.2.1. Early classroom trials

Jauhiainen and Garagorry Guerra (2023, 2024) tested ChatGPT-3.5 and 4 with 110 pupils aged
810 14 in grades 4 to 6 of two Uruguayan schools. The tools generated and adjusted lesson text,

illustrations, and exercises to pupils’ knowledge levels during the lesson. The authors report
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that this raised motivation and performance. The abstracts describe no comparison group, so

the result cannot be separated from the novelty of the lesson.

Table 2. Generative-Al Studies with Primary-Aged Children (2023-2026)

- Key result, as Design S
Study Country Sample Design reported strength Main limitation
Jauh(lgz:unen li{? dzg%% Classroom test Better motivation One lesson reported
Garacorrv  Urugua g(a s 8 lessons; no and performance Low in two papers; no
Gugrray guay 1 49) WO comparison group  with personalised delayed measure
(2023, 2024) schools described material described
77 Design-based
Relmasira Indonesia reflection research; three-  Design principles for Descriptive No comparison;
et al. (2023) papers; fifth session Al literacy P reflections as data
grade intervention
Vartiainen Not Exploratory eni?;?it\llgn,il\,\;ﬁgwn
Finland reported in  qualitative study, generatt Descriptive  Mixed K-9 ages
et al. (2023) in digital artefacts
abstract K-9 . .
and peer discussion.
gﬁi I%a:gi]:; Perspectives on
Han et al. USA (ages 8- Wc_;rkshqps and generative .AI n . Descriptive  Perceptions only
(2024) 12): 16 interviews elementary literacy;
' no learning outcomes
educators
. Qualitative: Six themes, 19
Song et al 79 fifth interviews, open- subthemes on Perceptions only;
ng " USA  graders; 6 0P . . Descriptive P Y
(2025) ended surveys, perceived benefits one technology
teachers .
observation and challenges
Quasi-experimental Higher creative-
Kiziltas ~ Tirkiye 62 (31 + of Os‘t’ control Writingandself- —  Short-term; scale-
(2025) (Van) 31),age 10 pre/p ro,u efficacy scores with based outcomes
group ChatGPT feedback
. Quasi-experimental  Usability findings, }
Ya(r;gze;)al. China Sfaggz usability study of not achievement Low Onesc!sa;z; one
g ChatGPT-MWPS gains y
Four intact classes;
Solomon four- 5 di h
o 106 group, class-level n°=29 (reading Higher researcher
Balantekin Ttrkiye . ! errors), .40 A administered and
reported; random ; with
(2026) (Bursa) . . (comprehension), .16 scored, no
four classes  assignment; 20 L caveats L L
; . (motivation) reliability statistic;
interviews
10 weeks
L Quasi-experimental, n?=.33 One class per
Kiziltas  Tlrkiye 68 (34 + : L AL
(2026) (Van) 34, age 10 nonequivalent (summarisation Moderate condition; six

control, ANCOVA skill), .48 (attitude)

weeks; no follow-up

Note. Design strength: Higher = random assignment with pre- and post-measures, Moderate = control group
without random assignment; Low = no comparison group, or a usability focus, Descriptive = qualitative or design-
based work not built to estimate effects. n? values are the authors’ own. Sample sizes for Han et al. (2024) are
taken from a later paper s description of the study.

4.2.2. Perception and design studies

Four studies describe how children and adults experienced generative Al. Relmasira et al.

(2023) ran a three-session intervention in an Indonesian elementary school and analysed 77
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student reflection papers through design-based research to produce design principles.
Vartiainen et al. (2023) examined children co-creating digital art with generative Al across K-
9 and report that relationships with the technology showed up in the artefacts and in peer
discussion. Han et al. (2024) gathered the views of parents, children, and educators on
generative Al in elementary literacy teaching. Song et al. (2025) analysed interviews, open-
ended surveys, and observations with 79 fifth graders and six teachers using a generative Al
tool for creative mathematical writing, and identified six themes on perceived benefits and
challenges. These studies help with design, but none was built to measure learning.

4.2.3. Comparative studies

Four studies compared conditions or measured outcomes. Kiziltag (2025) used a quasi-
experimental pre/post design with 31 children per group in Van, Turkiye, in which ChatGPT
supplied feedback on writing under teacher guidance. The study reports higher creative-writing
and writing self-efficacy scores in the ChatGPT group. Yang et al. (2025) built ChatGPT-
MWPS, a tutoring system for mathematical word problems, and evaluated it with 52 fifth
graders in China. It is a usability study, so it says little about mathematics achievement.

Balantekin (2026) is the most rigorous design so far. Four fourth-grade classes in two schools
in Bursa, Turkiye, were assigned at the class level to a Solomon four-group design. Students
wrote their own prompts; ChatGPT-4 generated texts, questions, and visuals, and the printed
materials were used in ordinary lessons over ten weeks. Compared with control classes, the
experimental classes showed fewer reading errors (m? = .289), higher comprehension (n? =
.399), and higher reading motivation (n?> = .16). Twenty students were also interviewed. The
caveats are real. There were only four intact classes. The researcher administered the
instruments and did the scoring and interview coding, and no inter-rater statistics are reported.

The intervention lasted ten weeks in one cultural and linguistic setting.

Kiziltas (2026) compared 34 fourth graders using ChatGPT with 34 controls in one school in
Van, Turkiye. In the experimental class, the whole group used a single terminal on an interactive
whiteboard with the teacher’s ChatGPT Plus account. Students wrote summaries, took turns
comparing them with ChatGPT’s feedback, and the teacher reviewed and confirmed that
feedback. Post-test summaries were written without ChatGPT. After adjusting for pre-test
scores, summarisation skill (n?=.334) and attitude toward summarising (n? = .481) were higher
in the experimental class. There was one class per condition, so teacher and class are tangled
up with the treatment. The intervention lasted six weeks. A second researcher independently

scored the summaries (Cohen’s k = .91).
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4.2.4. How much weight the effect sizes can bear

The effect sizes in these two papers look large. They come from single-site studies of six to ten
weeks, with one or two classes per condition, measured immediately after the intervention. The
authors’ own recommendations that ChatGPT be integrated into classrooms go further than that

evidence. The results are promising and consistent in direction, but they are not settled.

Across the ten papers, the tool is mostly used for personalisation, feedback, or co-creation, and an
adult controls its use. In the two papers read in full, adults supervised use of the tool, and in Kiziltag
(2026) it ran through the teacher’s account on a shared whiteboard. Three of the studies (Yang et
al., 2025; Balantekin, 2026; Kiziltas, 2026) also ground their interventions in learning theory. Three

studies cannot establish a trend, but it would be worth watching whether later studies do the same.
4.3. Reported Outcomes (RQ2)

Reported outcomes fall into four groups, shown in Table 3: conceptual understanding of Al,

academic performance with Al, affective outcomes, and perceptions or usability.

Gains in the generative-Al studies are in academic performance and affect. Gains in the earlier
studies are mostly in understanding. That difference is the central problem for any comparison,

and Section 5 returns to it.

Misconceptions are the one concern that appears in both periods. Mertala et al. (2024), a
preprint, asked 197 Finnish primary schoolers what machine learning is without first telling
them that humans teach machines. The answers were varied, and a substantial share described
it as learning via or about machines. That study was published in 2024 but concerns machine
learning in general, not generative Al, so it is grouped with the earlier literature by topic. Itis a
preprint, and no peer-reviewed version was found. The related peer-reviewed study of Al
misconceptions (Mertala & Fagerlund, 2024) is cited in Section 1.1.

Nearly all measurements in the generative-Al studies were taken straight after the intervention.
None of the ten papers identified reports a delayed follow-up, so novelty effects remain a

plausible explanation for part of the gains.
4.4. Assessment (RQ3)

Yim and Su (2025) report that mixed methods were most common among the studies they
reviewed, using surveys, interviews, and artefacts. Alfarwan (2025) found that quasi-
experimental designs and psychological measures were most common in generative-Al studies,

and notes calls in that literature for more objective measures.
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Table 3. Reported outcomes by study and period

Group Outcome Studies Period

Machine learning made understandable

Shamir & Levin (2021)  Pre-2023
(small group)

Different aspects of computational

thinking improved, by course format Shamir & Levin (2022) - Pre-2023

Attribution of agency shifted from devices

Conceptual X -
to programmers; more skepticism

understanding of Al

Druga & Ko (2021) Pre-2023

Better recognition of biased predictions (N

= 78, ages 10-14) Melsion et al. (2021) Pre-2023

Mertala & Fagerlund
(2024); Mertala et al.
(2024, preprint)

Varied and often mistaken ideas about Al
and machine learning

2024, no
generative Al

Creative writing Kiziltas (2025) Generative Al
) Reading errors and comprehension Balantekin (2026) Generative Al
Academic
performance with Al symmarisation skill Kiziltag (2026) Generative Al
Motivation and performance with Jauhiainen & Garagorry .
personalised lessons Guerra (2023, 2024) Generative Al
Engagement Shamir & Levin (2021)  Pre-2023
Writing self-efficacy Kaziltas (2025) Generative Al
Affective
Reading motivation Balantekin (2026) Generative Al
Attitude toward summarising Kiziltag (2026) Generative Al
Perceived benefits and challenges; Song et al. (2025); Han .
stakeholder views et al. (2024) Generative Al
Perceptions and - ]
usability System usability Yang et al. (2025) Generative Al
Initial feedback on a game-based tool Voulgari et al. (2021) Pre-2023

Balantekin (2026) and Kiziltas (2026) move in that direction by using inventories or scoring
rubrics for reading and summarising alongside attitude scales. They differ in how the scoring
was checked. In Kiziltas (2026), a second researcher scored the summaries independently, with
k = .91. In Balantekin (2026), the researcher administered the instruments and did the scoring

and interview coding, and no inter-rater statistic is reported.

Two constructs are easy to blur: whether a child understands how an Al system works and can
judge its output (Al literacy), and whether a child performed better in a subject with Al support
(learning with Al). The generative-Al studies measured the second. Each was designed for that
purpose, so this is not a flaw. It does leave an open question: because no study measured both
in the same children, we do not know whether the academic gains come with, are independent

of, or come at the cost of Al literacy.
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Several adaptations of earlier methods would help. Artefact-scoring rubrics of the kind used
with neural-network construction could become checklists for judging whether a generated
answer is plausible and consistent with a trusted source. Pre/post probes of how children think
ChatGPT knows things could follow the conceptual-change approach of Mertala et al. (2024).

Observation protocols could record what teachers do when a tool produces an error.
4.5. Remaining Challenges (RQ4)
4,5.1. Teacher preparation

Alfarwan (2025) reports that about 90% of the reviewed generative-Al studies emphasised
teachers’ professional development. The generative-Al studies read in full here also rely on

teachers or researchers to run the tool, which assumes training.
4,5.2. Reliability of output

Generative tools produce fluent text that is sometimes wrong. In Balantekin’s (2026) pilot,
students first tested ChatGPT with questions whose answers they already knew, such as the
capital of their country. They then read the generated texts critically against their own prompts,
and some students identified limitations in the generated output and suggested improvements.
These are activities, not measured outcomes. None of the studies read for this review measured

whether children’s skill at judging Al output improved or lasted once support was removed.
4.5.3. Privacy, consent, and age limits

OpenAl’s terms of use (2026) require users to be at least 13, or the minimum age in their
country, and to have a parent’s or guardian’s permission if under 18. Primary-aged children are
below that threshold. The terms also say that OpenAl may use content to develop and improve

its services. These conditions matter for any classroom use of a general chatbot.

The two papers read in full show how researchers handled this. Balantekin (2026) reports
parental and school consent, a secure connection supplied by the education ministry, and
researcher supervision. In Kiziltag (2026), the tool was used through a teacher’s account on a
shared whiteboard, with parental consent collected through teachers. The other abstracts do not
say how privacy was handled. Studies should report this, and schools should not enter children’s

personal information into general-purpose chatbots.
4.5.4. Geographic concentration

The nine generative-Al samples come from six countries: Turkiye (three), the United States
(two), and one each from Uruguay, Indonesia, Finland, and China. Yim and Su (2025) highlight
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China, the United States, Finland, and Israel, and Alfarwan (2025) highlights Taiwan, China,
the United States, and Germany. Turkiye is not among the countries those reviews highlight, so
the Turkish studies are a real, if modest, broadening. Two of the three are by the same author
in the same city (Van), so they are narrower than the count suggests.

Uruguay is the only Latin American setting, and no study from Africa, South Asia, or Southeast
Asia apart from Indonesia was found. Alfarwan (2025) likewise identified no African studies
in the databases searched. Whether this is an absence of research or a limit of the databases and
search languages used cannot be settled here. Paid access to tools, English-language publishing,
and national policy priorities may all contribute. The practical risk is that guidance rests on

evidence from a few well-resourced settings.
4,5.5. Early childhood

Early childhood was found to be underexplored, and Alfarwan (2025) found no studies either.
Young children may encounter conversational Al at home before any school introduces it.
Research with this age group would require methods for capturing ideas from children who

cannot yet express themselves fully in words.
5. Discussion

5.1. Can the Two Literatures Be Read Together?

Only with care. Table 4 compares the periods on the same points. The comparison shows that
the studies differ in aim, tool, and outcome, so differences in findings may reflect what was

measured as much as what changed.

Table 4. The Two Periods Compared on the Same Points

Point Before 2023 Generative Al (2023-2026)
. Teach children about Al: how it learns, Use Al to support learning in a subject, or study
Main aim . - . .
can be biased, is built how children respond to it
. Systems children can train, program, or ~ Conversational or image tools whose workings
Typical tool : s -
inspect children cannot inspect
Who controls Children, in hands-on activities Teacher or researcher, in the two papers read in
the tool full
Typical outcome U_nderstandlng, engagement, recognising Su_b]ect performance, self-efficacy, motivation,
bias attitude
Typical Small samples; observation; tests of Pre/post scales and rubrics; qualitative
assessment understanding perceptions
Evidence base Eight papers, five read at abstract level,  Nine samples, mostly read at abstract level, two
here plus Yim & Su (2025) in full
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The evidence is also unbalanced. Yim and Su reviewed 25 studies, many more than the nine
generative-Al samples, and the older work is characterised largely through that review while
the newer work was read more directly. The newer effect sizes come from short, single-site

designs. Both facts argue against reading the periods as a clean before-and-after.
5.2. Continuity with Adaptation: A Proposal

One reading of the two bodies of work is that they share a core and differ at the edges. Figure
3 sets this out as a proposal. The shared core is hands-on, teacher-guided activity and positive
affect. A shared risk is shallow or mistaken ideas about how Al works. The possible adaptations
are specific to generative Al: judging fluent but unreliable output, designing teacher mediation

in, attending to privacy and age limits, and choosing scaffolds that suit concrete reasoning.

(" D (£ N 4 ™
CONTINUITY ADAPTATION OPEN QUESTIONS

(common to both periods) (proposed for generative Al) (testable hypotheses)

« Hands-on, project-based work « Judging fluent but unreliable output « Do gains with Al come with

« Teacher-guided activities « Teacher mediation designed in gains in Al literacy?

« Positive affect reported « Privacy, consent and age limits » Do gains last once support

« Risk of shallow or mistaken p| - Scaffolds suited to concrete, > is removed?
ideas about how Al works not abstract, reasoning « Does it hold beyond a few

countries, and below age 67

. o 7 @ J

A proposal drawn from two bodies of work that measure different things (learning about Al,

learning with Al). It is a hypothesis to test, not a finding.

Figure 3. The Continuity-With-Adaptation Proposal. It is a Hypothesis Drawn from two Literatures that
Measure Different Things

This is an argument, not a finding. For the latter period, no study identified here compares a
hands-on, project-based approach with any other, so “continuity” describes a shared pattern and
not evidence that the approach works. The proposal does lead to testable questions, listed in the
right-hand box of Figure 3. Frameworks such as those of Touretzky et al. (2019) and Ng et al.
(2021) already treat evaluation as a distinct competency, and Yim’s (2024) framework for
young students could be examined for how far it covers evaluating generative output. This

review cannot say whether it does.
6. Conclusion

6.1. Remaining Gaps

The generative-Al literature on primary education is still small, and controlled studies have
appeared only in the last two years. Four gaps stand out. No study measured Al literacy and
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subject learning in the same children. None of the studies identified report a delayed follow-up.

The evidence comes from a few countries. Early childhood was found to be underexplored.
6.2. Limitations

This is a critical review without access to the major databases, so it may have missed relevant
studies, especially recent ones and those published outside English. Pre-2023 studies are
characterised mainly through Yim and Su (2025) and, for five of eight, through abstracts. Most
generative-Al studies were read at the abstract level, so details such as sample sizes and
limitations may be incomplete. One cited source on children’s conceptions of machine learning
is a preprint. Search logs for earlier exploratory searches were not kept. The continuity-with-

adaptation proposal and the design-strength ratings are the authors’ judgement.
6.3. Recommendations for Research

e Measure Al literacy and subject learning together in the same sample.

e Add delayed follow-up measures, and test whether children can still judge Al output
once support is removed.

e Report scoring procedures and reliability, randomise or counterbalance at a level above
one class per condition, and report how privacy and consent were handled.

e Study settings beyond the few countries now represented, and children younger than
SiX.

6.4. Practical Suggestions for Teachers

The evidence is early, from few settings, and mostly without follow-up, so these are

suggestions, not firm advice.

e Check the tool’s age and consent terms first. Run it yourself, on a shared display, and
keep children’s personal information out of prompts.

e Give children chances to check outputs against things they already know or can look
up, as in the pilot activity in Balantekin (2026).

o Keep the teacher in the loop. In the two papers read in full, the teacher or researcher ran
the tool and reviewed its output.

e Build on hands-on activities already in use, and treat any reported gains as preliminary.

e Plan for training time. Teacher preparation is the most commonly reported need in the
broader literature (Alfarwan, 2025).
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Appendix

Search Log for the October 2026 Update

Searches were run on 14 October 2026 with a general web search tool. The first ten results per

query were screened. Record counts beyond that were not kept.

No.

Query (as entered)

Purpose

Result

generative Al ChatGPT primary school
elementary students empirical study 2026

“ChatGPT” text summarization primary
school fourth grade Tiirkiye experimental
control group attitudes summarization 2026
Education Information Technologies

Title and author queries for each included
study

Title queries for pre-2023 studies

Queries on review and framework sources
(Alfarwan; Aravantinos et al.; Yim; Ng et
al.; Touretzky et al.; Casal-Otero et al.)

OpenAl terms of use minimum age parental
consent

Discovery

Discovery and details

Confirm design,
sample, venue, and
DOI

Confirm abstracts and
DOls

Context and dates

Age and consent
conditions

Yang et al. (2025) and Kiziltasg
(2026) identified; Jauhiainen &
Garagorry Guerra (2023, 2024) re-
found

Balantekin (2026) identified:;
Kiziltag (2025) found; details for
Kiziltas (2026)

Sample sizes found for Han et al.,
Song et al., Relmasira et al.; not
found for Vartiainen et al. (2023)

Abstracts retrieved for five of eight

Dates and scope confirmed

OpenAl Terms of Use, effective 1
January 2026

Earlier exploratory searches for the first draft were not logged. Record counts beyond the first

ten results per query were not kept.
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